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Title: Exploiting Quantum Entanglement in Machine Learning
There are three primary outcomes from this research: (1) a new theorem proving when quantum machine learning will outperform classical machine learning, and (2) an open source toolkit, called HilbertBench,  that allows users to understand and diagnose quantum computing-based machine learning algorithms, and (3) our first quantum machine learning workshop to be conducted on August 14, 2026.
Regarding (1), this is perhaps the most exciting theoretical development that has come out of our research group in my entire time at Temple. We have been working on adapting machine learning to exploit the capabilities of quantum computing since 2022. Despite the hype about quantum computing, real progress has been slow and measured. This year we have developed a theorem that quantifies exactly when quantum machine learning (QML) should provide a performance advantage over classical techniques. We have shown that this approach works over many historically important data sets that we use to calibrate machine learning algorithms. We introduce the Entangled Information Capacity () framework which serves as a mathematically rigorous, information-theoretic bound that unifies geometric Centered Kernel Target Alignment (CKTA) with physical quantum non-locality, quantified via CHSH violations and Rényi-2 entanglement entropy. We formally prove that a structural quantum advantage is strictly bounded by the condition , where  is the capacity threshold of the optimal classical Gaussian kernel.
Regarding (2), QML) has rapidly expanded as a research area, yet the field lacks principled tools for validating scientific claims about why QML systems behave as they do. Most existing benchmarks evaluate end-to-end task performance, implicitly conflating variables like data encoding, circuit design, measurement strategy, optimization dynamics, and hardware noise. Furthermore, traditional debugging is impossible in quantum computing without collapsing the wavefunction. Inserting diagnostic routines into a training loop can also inadvertently alter runtime timing and change the noise profile on superconducting qubits due to coherence drift. Consequently, scientific claims regarding “trainability” or “noise robustness” are often difficult to verify or falsify without intrusive reimplementation. 
HilbertBench is a non-intrusive diagnostic framework that reframes QML benchmarking by evaluating specific scientific claims rather than overarching models. It shifts the methodology from accuracy-based benchmarking to mechanism-level behavioral analysis. To bypass the observer effect, HilbertBench introduces a “passive-first” methodology and enforces a strict “1:1 Execution Parity” constraint. It intercepts instructions at the execution boundary - the interface between the compiler and the backend - and logs the intent and outcomes into an asynchronous “Flight Recorder.” This ensures that the diagnostic tool does not interfere with optimization dynamics or act as a confounding variable, as all heavy analysis is deferred to post-processing. This offline analysis enables the decomposition of QML behavior into five orthogonal diagnostic axes: Data Encoding, Parameterized Quantum Circuit (Ansatz), Measurement Strategy, Classical Optimization Loop, and Noise and Error Mitigation. 
HilbertBench addresses a foundational gap in the field, lowering the barrier to reproducible and defensible QML research. By standardizing an execution trace format for offline analysis, it democratizes access to the field through a "Data-Only" research model. Research groups with access to expensive quantum hardware can publish their execution traces, allowing secondary groups without hardware access to analyze noise models, optimization landscapes, and expressibility. Releasing this framework as open-source infrastructure improves methodological rigor, supports the responsible development of quantum algorithms, and provides high-value educational artifacts for workforce development in quantum information science. 
Regarding (3), the web site for the workshop is here and contains a preliminary agenda. We currently have over 100 participants registered. Our goal is to have 40 in-person participants and an unlimited number of remote participants. The workshop is joint with the Philadelphia section of the IEEE – which is a nice feature since it gains us visibility throughout the world via the IEEE. All lecture materials and recordings will be posted to the conference web site.
Original Proposal for Reference
Introduction: Problems in which humans excel at data interpretation and state of the art machine learning (ML) systems fail, are typically problems where sophisticated interrelationships between information involving multiple sequential and spatial scales must be integrated efficiently. For example, a pathologist analyzing a high resolution medical image (e.g., 50K x 50K pixels) will use context taken from the entire image to assess the condition of individual cells (e.g., 10 pixels x 10 pixels). To replicate this process using ML algorithms, we must maintain an extremely large context (e.g., 100,000 steps), have vast amounts of training data, and develop complex nonlinear transformations of the data. Techniques to manage this problem efficiently have failed, and this is why we have yet to see significant impact of these systems for many niche areas where collecting large amounts of annotated training data is simply not feasible.
Though quantum computing is generating enormous interest today, the view of the role of quantum computing in machine learning and artificial intelligence has evolved rapidly in recent years. For several years now, as part of an NSF-funded basic research project, we have been exploring applications of quantum computing to machine learning. Our results to date, which have been recently supported by research worldwide, indicate that simply reinventing classical algorithms on a quantum computer does not result in a major breakthrough. While there have been some nice theoretical breakthroughs in areas such as cryptography, the practical impact has been small due to limitations of quantum hardware. It is believed once we achieve hardware of a significant scale (e.g., many qubits), some of these theoretical developments will become a reality. But it is also widely accepted now that standard machine learning algorithms will not benefit from these innovations. Hence, the focus of our work, and the subject of this proposal, is how we can leverage quantum physics to develop a new generation of quantum machine learning algorithms in this noisy intermediate scale quantum (NISQ) era that solve previously unsolvable problems. In our case, the focus is on discovering new relationships between data by exploring quantum entanglement.
Problems involving human intelligence involve integration and synthesis of information in a much different way than traditional spatial and temporal correlations. Though large language model-based approaches have made significant strides in recent years, they ultimately rely on correlations and/or nonlinear transformations of correlation. This has significant limitations for problems involving human interpretation of complex physical signal data. Quantum entanglement offers a completely new opportunity to model data in a manner much closer to the way humans process information and hence have the potential to revolutionize problems involving human interpretation of data. For example, recent research suggests that quantum entanglement offers a better model for how the human brain works.
One of the reasons quantum computing has generated such interest in recent years is its ability to find solutions to data-intensive problems quickly and efficiently by exploiting the principle of quantum superposition.  Quantum superposition is the principle that a quantum system can exist in multiple states at once. A quantum bit, or qubit, is the fundamental unit of information in quantum computing. In an N-qubit quantum system, if all the qubits are fully entangled, a single training sample can be sufficient to achieve high classification accuracy. Just as data is a key component of performance in classical ML, entanglement plays a similar role in quantum machine learning (QML). In this context, entanglement functions as a kind of currency – one that can be exchanged for data, thereby reducing the amount of data required for learning tasks. In ML, quantum superposition can be leveraged to process multiple states of data in parallel, amplifying the likelihood of getting the desired result when measured, potentially enhancing computational efficiency and problem-solving capabilities.
The goal of this proposed research is to enable a new generation of reduced complexity artificial intelligence-based technology that enables many applications for which large amounts of training data do not exist. ML algorithms have made tremendous advances on problems for which large amounts of annotated training data exist, and for which huge computing infrastructure is available. These kinds of well-resourced problems, which are typically limited to large-scale problems of great commercial interest (e.g., ChatGPT, Siri, Google Translate), do not often translate to a wide range of applications (e.g., healthcare) due to limitations in available annotated data. These systems deliver high quality end-to-end solutions but suffer from an ability to localize events that support their decision-making. The latter, often referred to as Explainable AI (XAI), is extremely important in advancing the basic science. The development of systems that can segment and accurately classify microscale events when large amounts of training data doesn’t exist remains an elusive but important goal in ML. An important part of the solution to this problem lies in exploiting capabilities of quantum computing that do not exist in conventional ML systems.
Technical Approach: For our application space, we have focused on three important and challenging biomedical engineering problems for which we have assembled a unique set of resources and have significant amounts of experience implementing state of the art solutions:
· Seizure detection for encephalograms (EEG): we provide the world’s largest repositories of annotated EEG data;
· Cancer detection for digital pathology images (DPATH): we provide corpora consisting of over 5,000 annotated images and 100,000 unannotated images;
· Cardiac diagnosis: we have developed a system that detects cardiac abnormalities based on a corpus of over 2.2M patients and over 8M recordings.
Each of these problems requires algorithms that can achieve high performance microscale segmentation and localization of information. Existing large language models have not been successful at adapting to these types of problems for a variety of reasons including data sparsity, fine-tuning challenges in reducing the complexity of these high dimensional models, and the tendency of algorithms to false alarm when involving examining microscale events. Our quantum-inspired techniques offer the potential for algorithms to exceed human performance on these tasks and discover new features that will be useful in predicting future events by exploiting entanglement. Our goal is to produce state of the art performance on the three problems above by exploiting quantum entanglement to model spatial and temporal relationships. Exploring the most effective models for entanglement will be an important part of this research. Though new generations of algorithms based on the principle of self-attention (e.g., EB7, SWIN, and Gigapath) have emerged, our benchmarks on the corpora mentioned previously have shown segmentation performance to be poor and overall performance to be comparable to a previous generation of systems based on more traditional technologies such as ResNet. QML based on entanglement offers great promise.
Consequences and Broader Impacts: AI-based systems excel at learning complex mappings and making global decisions (e.g., cancer/no-cancer), but often struggle with localization of information (e.g., which specific cells show cancer). Problems in many fields, including healthcare, need accurate segmentation so that the information that supports an outcome (e.g., exactly where in a high resolution image indications of cancer were observed). High performance deep learning systems also offer the opportunity to advance basic science by discovering new underlying predictors for critical events (e.g., visual cues for breast and prostate cancers), but they need innovative ways to discover and represent knowledge. For example, predicting seizures in EEG signals before they occur is very important, but there is not universal agreement on the underlying features that enable this. QML techniques offer the potential for this type of discovery.
Quantum computing is a difficult topic for typical engineers and scientists to access because understanding the power of the approach requires a deep understanding of the physics. We have been teaching machine learning courses for over 40 years and have developed a large inventory of online courses and teaching materials (www.isip.piconepress.com/courses) in signal processing and ML. We have a deep appreciation for how to make this important topic accessible for entry-level technologists. Hence, an important component of this proposal will be the development of a course in applications of quantum computing to machine learning to support workforce training. This course will build on two courses we currently offer – introduction to machine learning (discusses the fundamental math and statistics behind these complex systems), and engineering computation (a parallel computing course that teaches students how to program graphics processing units). We will develop a new hybrid course as a split-level course that will discuss basic relevant concepts in quantum physics, explore how concepts such as entanglement can revolutionize machine learning, and introduce students to various toolkits (e.g., Qiskit) that can be used to simulate these systems. We have already taken steps in this direction by integrating quantum machine learning algorithms into a publicly available teaching tool we have been using for many years to study core ML concepts (www.isip.piconepress.com/projects/imld/resources/app/).
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