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Abstract— This project examines the performance of CPU and GPU implementations for a large-scale image processing pipeline applied to 3,505 SVS images. Each image is divided into overlapping 256×256 windows with a 128×128 stride. For every window, a 7×7 2D Gaussian smoother is applied, followed by a 2D FFT and conversion to a log-magnitude spectrum. A 16-bin histogram is then computed, and the mean and standard deviation of the histogram values are used as the final features. The baseline CPU implementation is computationally expensive due to the large number of windows and repeated Fourier transforms. A GPU-based approach using PyTorch significantly accelerates processing. Several optimization strategies—including batching, minimizing CPU–GPU transfers, and performing all operations on the GPU—result in substantial performance improvements compared to the CPU baseline.

1. Introduction
 SVS images are extremely large, and processing thousands of them creates a heavy computational workload. In this project, the goal is to extract frequency-domain features from each image in the dataset. Even though the operations are conceptually simple, the number of windows per image makes the total workload very large.
My first implementation used NumPy on the CPU. Although easy to write, it was too slow to process the entire dataset in a reasonable amount of time. Since each window is independent, this problem is well-suited for GPU acceleration. For this reason, I converted the full pipeline to PyTorch and used CUDA to take advantage of GPU parallelism.
The main challenges were aligning the results between CPU and GPU, handling large batches of windows, and reducing the overhead of CPU–GPU memory transfers. This paper describes my method, the problems I faced, and the improvements I achieved.
1. Processing Pipeline
The project required the following steps for each image:
1. Sliding Window Extraction
The SVS image is divided into 256×256 windows with a stride of 128×128. The provided tools handled the windowing logic.

2. Gaussian Smoothing
A 7×7 Gaussian filter is applied to each window to reduce noise and stabilize the FFT output.
3. 2D FFT and Magnitude
I compute a 2D FFT on each smoothed window and convert the complex result into magnitude values. Because FFT magnitudes vary over a large range, I convert them to log-magnitude.
4. Histogram Calculation
A 16-bin histogram is computed from the log-magnitude values. This histogram represents the frequency characteristics of the window.
5. Mean and Standard Deviation
The final output for each image is the mean and standard deviation of all window histograms.
This entire process must be repeated for all 3,505 images, which explains why the CPU version becomes slow.
1. GPU Acceleration Strategy
A. Initial GPU Port
My first GPU attempt simply replaced NumPy with PyTorch tensors. This version was faster, but not by much, because I was still sending each window individually to the GPU. The CPU–GPU transfer time became the main bottleneck.
B. Batched Processing
The next improvement was batching. Instead of sending one window at a time, I grouped hundreds of windows together (batch sizes such as 128, 256, and 512). This immediately improved performance because the GPU could process many windows at once, and I reduced the number of transfers.
C. Memory Optimization
I found that keeping the entire pipeline on the GPU was very important. Once the windows were transferred, I performed the Gaussian filter, FFT, magnitude, log conversion, and histogram all on the GPU. I only copied the final small results (mean and standard deviation) back to the CPU.

I also used pinned memory and non-blocking transfers to help speed up data movement. Adjusting the batch size to fit GPU memory was necessary, but once I found a good value, the performance improved significantly.an ongoing issue that we are addressing in future research.
1. results
 Table I shows the runtime per image for each implementation. These values helped me measure the effect of batching and memory optimization.

	TABLE I — Runtime per Image

	CPU Baseline
	Pure Python + NumPy 
	1545 sec  (25m)

	GPU v1
	Direct PyTorch port
	578 sec  (9m38s)

	GPU v2
	Batching enabled (batch = 512)
	187.86 seconds (3m8s)

	GPU v3
	Larger batch (e.g., 512), optimized memory
	185.56 seconds (3m5s)



Overall, the GPU versions were much faster than the CPU baseline. Batching provided the biggest improvement, followed by reducing CPU–GPU transfers. After standardizing the log-magnitude scaling and histogram bin edges, the GPU and CPU outputs matched closely. 
1. Discussion
 SVS One of the main observations in this project was that GPU acceleration only helps when the data transfer and memory usage are handled correctly. Even though the FFT is very fast on the GPU, the system can still be slow if windows are transferred one by one. Batching was essential for achieving good speed.
Another issue I encountered was that the histogram outputs differed between CPU and GPU versions at first. This happened because the log scaling and histogram bin edges were not identical across implementations. After aligning these settings, the results became consistent.
The largest remaining bottleneck is I/O, because reading SVS images from disk takes time and does not benefit from GPU processing.
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This project shows that GPU computing can make a large image-processing pipeline much faster. Running the Gaussian filter, FFT, and histogram steps on the GPU allows thousands of windows to be processed efficiently. The optimized GPU version runs significantly faster than the CPU version and still produces consistent results.
Future improvements could include faster data loading through asynchronous I/O, using multiple GPUs, or creating custom GPU kernels to speed up the histogram step. 
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