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Abstract—This project presents a GPU-accelerated system for computing spectral histograms from whole-slide images (WSIs) using overlapping sliding windows. Each WSI is decomposed into many 256×256 patches with a stride of 128×128. For each patch, grayscale conversion, 2-D Gaussian smoothing, 2-D fast Fourier transform (FFT), magnitude computation, logarithmic compression, and 16-bin histogram accumulation are performed. The resulting histograms from all patches are aggregated and normalized to produce a compact spectral representation for each image.
The objective of this work is to maximize processing speed while preserving numerical correctness. A GPU-based implementation using PyTorch is developed to accelerate the convolution, FFT, and histogram operations. Experimental results show a substantial speedup over a CPU-only baseline, achieving a significant reduction in processing time while maintaining stable and consistent spectral statistics. This paper describes the system architecture, implementation strategy, and performance evaluation of the proposed GPU pipeline.
1. Introduction
Whole slide images (WSIs) are extremely large digital pathology images, often exceeding 50,000 pixels in each spatial dimension. Due to their massive size, a single WSI typically contains tens of thousands to millions of local patches. As a result, traditional CPU-based algorithms become computationally prohibitive for large-scale or near real-time analysis.
Spectral histograms provide a compact and informative representation of image texture and frequency content. They have been widely applied in WSI characterization, tissue classification, and anomaly detection. In a typical spectral analysis pipeline, each image patch is first smoothed by a Gaussian filter, transformed to the frequency domain using a 2-D fast Fourier transform (FFT), and then converted into a histogram of log-magnitude spectral values.
The objective of this project is to accelerate the spectral histogram computation pipeline by leveraging GPU parallelism. The proposed system scans a database of WSIs, extracts overlapping patches, applies 2-D Gaussian smoothing, computes the 2-D FFT magnitude, performs logarithmic compression, and accumulates a 16-bin histogram over all pixels. The results across the entire dataset are reported as the mean and standard deviation of the spectral histograms. By offloading the most computationally intensive operations to the GPU, the proposed implementation achieves significant speedup while preserving numerical correctness.
1. Methodology and GPU  Implementation
A. Window Extraction—Each whole slide image (WSI) is decomposed into a set of overlapping square patches of size 256×256 pixels. The stride (frame size) between adjacent windows is set to 128×128  pixels, resulting in 50% overlap in both spatial dimensions. To efficiently handle the extremely large image size and avoid excessive memory usage, the  library and  library are used to stream windows in batches of 256. This maximizes GPU parallelism and avoids excessive memory usage."
B. Preprocessing (Grayscale)—Each RGB window is converted to a single-channel grayscale image using the standard luminance transformation, and using the following formula (1): 
           (1)
The grayscale conversion, initially performed on the CPU, is now moved to the GPU, further optimizing the pipeline. This reduces the overhead of data transfer between CPU and GPU, enabling the system to leverage the full power of the GPU for all computational steps.
C. Gaussian Smoothing on GPU—Grayscale windows within each batch are stacked and transferred to the GPU as a four-dimensional tensor of shape (N,1,H,W), where N is the batch size and . A 7×7 Gaussian kernel with standard deviation  is generated on the CPU and transferred once to the GPU. Smoothing is then performed using two-dimensional convolution implemented by  with appropriate zero-padding to preserve the spatial resolution of each patch, Gaussian Smoothing using the following formula (2):

D. Spectral Computation—For each smoothed image patch, a two-dimensional fast Fourier transform is computed on the GPU. Let Y denote the smoothed grayscale image, and X its Fourier transform:, the 2-D FFT is computed with  The magnitude spectrum is then computed, followed by logarithmic compression:  where  is a small constant introduced to prevent numerical instability due to logarithm of zero.
E. Histogram Accumulation and Normalization—All log-magnitude values M within each batch are flattened and accumulated into a 16-bin histogram over the fixed range [0,10]. Histogram accumulation is done using . The batch-level histogram is accumulated into an image-level histogram, and after all windows of a WSI are processed, the resulting histogram is normalized so that the sum of all bins equals one. This normalized histogram represents the spectral distribution of a single WSI. Finally, the mean and standard deviation of these histograms are computed across the entire WSI dataset.
1. Results
Mean Histogram —The mean spectral histogram, calculated across all 3505 whole slide images (WSIs), shows a distinct unimodal distribution. The histogram exhibits a strong concentration of energy in the lower-to-mid frequency bins (bins 3~5) , with a significant decrease in higher bins (bins10~15). This result is consistent with the smooth textures typically observed in pathology images, where fine-grained, high-frequency features are less prevalent. The mean values for each of the 16 bins are summarized  below, where the bin values represent the average log-magnitude of the frequency components in the corresponding frequency range, as shown in the formula below (3):
                             (3)
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Figure 1: Mean Histogram for Bins –Mean spectral histogram showing energy concentration in lower frequency bins.
Standard Deviation —The standard deviation across the 3505 images demonstrates low variation in the spectral distribution, indicating that the frequency characteristics of the pathology images are consistent. The standard deviation values for each bin are relatively small, confirming the stability of texture patterns across the dataset. As expected, bins corresponding to lower frequencies (bins 4–5) exhibit lower standard deviation, while higher frequency bins (bins 10–15) show slightly higher values, reflecting minor fluctuations in fine-grained image textures. The standard deviation values are low across all bins (<0.02), confirming spectral consistency, The formula (4) below:
                        (4)
Timing Performance—The GPU implementation provides a substantial speedup over the CPU baseline. The CPU version takes approximately 87 min 10.147s to process 10 images (limited to the first 2,000 windows per image due to excessive runtime), while the GPU implementation on the A40 processes each image in 45.139 seconds, including the I/O operations. For the full dataset of 3505 images, the total runtime for the GPU implementation is 2636m54.581s. The GPU-based pipeline achieves significant acceleration due to parallelism in the FFT and convolution operations, with I/O operations and Python overhead remaining the primary bottlenecks. The results demonstrate that the GPU implementation not only reduces the overall processing time but also scales efficiently as the number of images increases.
1. summary and discussion
This project implements a high-performance GPU pipeline to compute the spectral distribution of 3,505 (WSIs). By offloading the 7×7 Gaussian smoothing, 2-D FFT, and histogram accumulation to a single GPU, the system achieved a significant reduction in computation time compared to the CPU-only baseline.
Spectral Consistency: The computed log-magnitude spectra show a stable distribution across the entire dataset. As observed in the results, the mean spectral intensity consistently peaks at lower frequency bins (approximately bins 3~4) and decays towards the high-frequency bins. The low standard deviation across all 3,505 images confirms the robustness of these spectral features, independent of specific image variations.
Performance Bottleneck Analysis: While the GPU kernel execution successfully minimized the computation time for the FFT and filtration stages, the total wall-clock time remains constrained by I/O latency.
Execution Speed: The final GPU-accelerated implementation processed the full dataset 3505 images in approximately 2636m54.581s = 158,214.58 seconds, representing a conservative 11.58x speedup compared to the CPU-only reference implementation. 
Future Directions: while the current implementation uses only a single GPU, there is considerable potential for further speedup by employing multi-GPU setups, total execution time could be reduced even further. 
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