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Abstract—Computing spectral distributions across large medical image databases requires efficient processing of extremely large whole-slide images. This paper attempts to present a GPU-accelerated implementation that computes frequency magnitude histograms for 3,505 breast tissue histopathology images through systematic optimization. Initial profiling revealed memory allocation overhead as the dominant bottleneck as this led to a 70% consumption of the execution time. Through lazy buffer reallocation, shared memory kernel optimization, and using multiple GPUs, we reduced the processing time per image from 101.58 to 8.16 seconds thus achieving a 12.5x speedup. The optimized system theoretically processes the complete database in 8.3 hours versus 29.8 hours for the baseline which demonstrates the practical feasibility for large-scale spectral analysis. 
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1. Introduction
Large scale medical imaging studies require computing statistical distributions across thousands of whole-slide images. A database of 3,505 breast tissue histopathology images present significant computational challenges: individual images measure 65,000x43,000 pixels which requires analysis of 172,544 overlapping windows per image to compute spectral magnitude distributions. Processing the database with naïve CPU implementations would require execution times exceeding couple of days. 
This work addresses the challenge of computing spectral distributions efficiently through systematic optimization. The computational task requires extracting 256x256 pixel windows with 128 pixel stride across each image, applying Gaussian smoothing to reduce noise, computing 2D FFT to obtain the frequency spectrum of the image, calculating magnitude values, and computing the mean and standard deviation statistics from the histogram. The goal is to implement the pipeline efficiently as possible.
Though the initial GPU implementation saw a modest improvement over the CPU baseline, the pipeline still suffered from severe performance bottlenecks. Profiling revealed the impact of memory allocation overhead over the computational cost. This paper reveals optimization methods focused on memory management and kernel optimization which requires understanding hardware constraints and memory access patterns. We present performance measurements, optimization strategies, and lessons learned from implementing efficient spectral distribution computation on a medical imaging dataset.
1. Background
Processing requires extracting windows on whole-slide images in SVS format. Each image contains the full-resolution image broken down into multiple titles. The image tools library already provides Python interfaces for reading SVS files and extracting 2048x2048 pixel tiles. 
The processing algorithm aims to implement standard signal processing operations which include grayscale conversion using luminosity coefficients, Gaussian filter, and 2D FFT using NVIDIA’s cuFFT library to transform the images from spectral domain to frequency domain. These operations enables us to capture the magnitude values for each window, quantize this data into histogram bins, and compute the mean and standard deviation.
Applying the algorithm to the 3,505 images in the dataset generates millions of windows for analysis. Each window processes independently thus allowing this computation to be done simultaneously on all possible GPUs. 
1. Implementation
2. Architecture
We employ a hybrid architecture where Python handles the process for reading the files and extracting tiles and CUDA implements the computational kernels and manages the GPU memory. This separation allows for independent development and testing while maintaining performance for the performing digital signal processing.
2. Memory Management
Initial version allocated GPU memory for every batch of windows leading to thousands of allocation operations per image. Profiling revealed this overallocating memory led to a much higher execution time than expected. The optimized implementation maintains persistent device buffers to reallocate only when needed. The internal workspace allocation in the cuFFT library also contributed to this issue with its hidden overhead. It was discovered that pre-allocating this workspace once during initialization eliminated this  overhead. These lazy allocation strategies collectively reduced operations to 10 allocations per image thus providing a 1.3x speedup.
2. Kernel Optimization
In addition to the memory overhead, profiling identified two kernels dominating the execution time: Gaussian filters contributed to 55% of the GPU time and histogram computation contributed to 29% of the GPU time. Both kernels were limited by memory bandwidth rather than from performing calculations.
In the initial implementation, the Gaussian filter required each thread to repeatedly access global memory for the 7x7 convolution kernel. The optimized version loads pixel data into shared memory once per thread block, and this enables threads to read from faster on-chip memory. As for the histogram, the naïve implementation used atomic additions directly on global memory bins which led to threads competing for access. The optimized version builds histograms in shared memory per thread block and then merges them to global memory once. In addition, kernel configurations were optimized by using NVIDIA’s occupancy function for dynamic block sizes.
These kernel optimizations reduced the execution time from 78.74 to 50.27 seconds thus providing a 1.57x speedup. Combined with the previous lazy allocation strategy, this software optimization led to a 2.0x speedup.
2. Multiple GPUs
In order to process images in batches, Python distributes the histopathology dataset across available GPUs. Each worker process maintains an independent state when processing images. Final histogram results are merged, and this approached achieved a 94% parallel efficiency.
2. Kernel Vectorization
A significant speedup come from kernel vectorization across all windows within each tile. Initially, functions were launched for each window sequentially which resulted in thousands of kernel launches per image. The optimized version processes all windows simultaneously within each stage before moving onto the next operation. This change alone reduced kernel launches by about 5x and led to an 8x speedup.
1. Results
Table 1. Cumulative Performance Improvements
	Configuration
	Time (s)
	Speedup

	Baseline (GTX 980 Ti)
	101.58
	1.0x

	Lazy Allocation
	78.74
	1.3x

	Shared Memory
	50.27
	2.0x

	Hardware (A40)
	22.3
	4.5x

	Kernel Vectorization
	8.16
	12.5x



Table 1 presents the cumulative improvements across optimization stages. Lazy allocation provided a 1.3x speedup. Shared memory optimization added another 1.57x improvement for a cumulative 2.0x speedup. The histogram kernel improved 7.2x while Gaussian filtering improved 5.3x thus reflecting the different bottlenecks, i.e., atomic contention versus memory bandwidth. 
Unfortunately, the computing algorithm was initially run on nedc_012 which utilizes the GTX 980 Ti. Upgrading to the A40 directly led to a 2.25x additional improvement due to the increased memory bandwidth and core count. Implementing kernel vectorization led to  an 8.0x speedup as this allowed windows to be processed in parallel. Total speedup reached 4.5x and reduced processing time per image from 101.58 to 8.16 seconds. For the 3,505 image database, the optimization represents 29.8 hours baseline versus 8.3 hours optimized.
Profiling the optimized program revealed that the Python file I/O consumed 17.0 seconds and GPU computation required 5.3 seconds. The GPU time for the Gaussian filtering was 3.4 seconds, histogram was 1.3 seconds, 2D FFT was 0.4 seconds, and the remaining operations were 0.2 seconds. All in all, the memory transfer overhead dropped from 61% to 3.94%.
Using multiple GPUs resulted in 94% parallel efficiency and this allowed the system to process the dataset in about 2.1 hours instead of 8.3 hours on one GPU.
Discussion
This paper demonstrates that implementing large-scale image processing algorithms require attention to memory management. Memory allocation overhead consumed 70% of the execution time, and this challenges the notion that computational kernels are the primary bottleneck.
Shared memory optimization benefits varied by the kernel type. Histogram achieved 7.2x speedup and the Gaussian filter saw a 5.3x speedup. This difference shows that optimization strategies must match the specific bottleneck. 
Filed I/O remained the dominant bottleneck at 76% of the execution time. The image tools library introduces overhead from SVS decoding and transferring data between the Python and CUDA programs. Future work would require native SVS decoding in CUDA.
Multi-GPU achieved 94% efficiency by cycling through the available GPUs. This shows that complex load balancing is unnecessary for independent parallel tasks.
Overall, the key lessons from optimizing the baseline program is to profile infrastructure overhead first, match optimization to bottleneck type, shared memory provides large benefits for the right kernels, and simple architectures work well for parallel workloads.
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