ECE 3822	EXAM NO. 1	Fall’2015
Name:       Alexander Smith                                                                             


	Problem
	Points
	Score

	1
	35
	

	2
	35
	

	3
	30
	

	Total
	100
	



Notes:
(1) For this exam you are allowed to open a terminal window on your computer, you are allowed to web surf with Google, but you cannot use online chat or other interactive services.
(2) Create your solutions in an MS Word document and email it to the instructor at the end of the exam. Use “ECE 3822” in the subject line, and name your attachment using our usual convention of “lastname_firstname_ex01.docx.” Points will be deducted if you get the file name wrong.
(3) In addition to providing your code, explain your solution to each problem.
You must show your code for each of these examples and briefly explain the steps you followed to reach your solutions. Your explanations don’t need to be long but must cover all the key points that resulted in your answers.
Problem No. 1: The text database we provided in class has a directory structure of the form:
data/book_07/00009869_20040409
where “00009869” represents the subject ID, and “20040409” represents the date. For all the sessions that occurred in the year 2007 between May 1 and May 30, and count the number of text files for which the word “spike” and the word “sustained” occur at least once. Note that your solution must be case insensitive.

Approach

The first part of my first command finds the directories with “_200705” in the name that end in anything but “31” because May 31 was excluded in the above directions. This is done with the ! modifier before another name option:
find . -maxdepth 2 -type d -name '*_200705*' ! -name '*31'

The last part, finding and counting the files with both “spike” and “sustained” in them:
  | xargs grep -rl --max-count=1 'spike' | xargs grep -rl --max-count=1 'sustained' | wc -l

The whole command together (to be run in our database directory):
[bookmark: __DdeLink__220_25555718]find . -maxdepth 2 -type d -name '*_200705*' ! -name '*31' | xargs grep -rl --max-count=1 'spike' | xargs grep -rl --max-count=1 'sustained' | wc -l

Using xargs ensures that only the _200705 match listed files from the first part of the command are searched for the words “spike” and “sustained”. Otherwise, grep finds all the containing files in all directories.

Result:
[image: ]

Problem 2: For the text database, generate a list of filenames whose full pathname contains the name “John”. Write a shellscript that loops over this list and counts the number of characters in the file. Your shellscript should output each filename as it is processed, the number of characters in the file, and a summary that shows the total number of files processed and the total number of characters.

Approach

The command:
find `pwd` -path *John_*

is fine in this case for finding all directories that contain first name “John” in the path, because of the format of all the paths in this database. Pwd lists full path.

Using
ch="$(wc -m < $i)"

on each file will list character counts for each file.

Echo can be used to list each filename every loop, and total files and characters can be counted using 2 indexes that each get incremented every loop, file count incremented by 1, and character count incremented by ch (ch found each loop with the wc command).

Process substitution was a workaround that I found out about that allowed ch, f, and c be echoed without any issues. Without it, I believe I remember the issue was that c  and f , the global variables, were not being icremented.

#!/bin/bash          

c=0
f=0
while read i; do 
	ch="$(wc -m < $i)"
	c=`expr $c + $ch`
	f=`expr $f + 1`
	echo "FILE: $i, WORD COUNT: ${ch}"
	#printf "\n"  #uncomment these lines to see c and f incremented
	#echo $c
	#echo $f
done < <(find -maxdepth 4 -type f -path *John_*) # process substitution

printf "\n"
echo "Total words in matching: $c"
echo "Total matching files: $f"

Result:
[image: ]


Problem 3: We have discussed the relationship of the .bashrc file to your overall environment. Write a script that sets an environment variable called “MY_OS” to the specific version of the operating system loaded in your machine. You cannot hardcode the operating system version. You must get this from the system so that your script can run on any Linux machine. You also need to set MY_PROC to the model name of the processor that your system is using (e.g., Intel Xeon). Again, this must be done in a machine-independent manner and work on any Linux system.
This script must also export this variable back to your root shell. Specifically, I should be able to do the following:
(1) login
(2) run your script (e.g., sh my_script.sh)
(3) echo $MY_OS
(4) echo $MY_PROC
and see the information. Alternately, I could embed this script in your .bashrc file.

Approach
The command uname and options [-amnrsv] fall under POSIX standard, and should work for most systems.  The last three options, -rsv, all print different operating system information.
(http://pubs.opengroup.org/onlinepubs/9699919799/utilities/uname.html)
Linux has a virtual information system called /proc that gathers runtime information, and in that system is a file called cpuinfo, which when requested with less /proc/cpuinfo displays several lines of information about the CPU's and processors in the machine. I used to grep and sed to extract only the model name of my processor from this output.
Below is my script to complete the Problem 3 task.
	#!/bin/bash

export MY_PROC="$(less /proc/cpuinfo | grep 'model name' | sed 's/.*: //')"
export MY_OS="$(uname -rsv)"

The last two lines can be pasted anywhere global in the .bashrc file to make the variables usable upon login.
IMPORTANT: The user must call up this script with “. ./” (run in source) in front of the script name in order for the variable to change in the parent bash terminal session. Alternatively, the user must copy the script commands into their .bashrc file,  so that the variables will be ready upon login.

Result:
[image: ]
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alexander@ubuntu:~/Documents/data_v005 find . -maxdepth 2 -type d -name '*_200
©5%' | -name '*31' | xargs grep -rl --max-count=1 'spike' | xargs grep -rl --m:
x-count=1 'sustained’

. /book_18/00008089_20076521/Kalmus_Chi/eg_00. txt

. /book_18/00008089_20076521/Malson_Wilmer/eg_60. txt

. /book_18/00008089_20076521/Joleen_Diseth/eg_60. txt
alexander@ubuntu:~/Documents/data_voes find . -maxdepth 2 -type d -name '*_200'
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alexander@ubuntu:~/Documents /data_vees ll





image2.png
alexander@ubuntu:~/Documentss cd data_voo/
alexander@ubuntu:~/Documents/data_voes exi_pb2

FILE: ./book_18/00009756_20076211/John_Disalvi/eg_01.txt, WORD COUNT: 1109
FILE: ./book_18/00009756_20076211/John_Disalvi/eg_00.txt, WORD COUNT: 1901

. /book_18/00008797_20076205/John_Disalvatore/eg_01.txt, WORD COUNT: 1169
. /book_18/00008797_20076205/John_Disalvatore/eg_60.txt, WORD COUNT: 2317

. /book_16/00006833_20101212/John_Flitter/eg_01.txt, WORD COUNT: 727
. /book_16/00006833_20101212/John_Flitter/eg_00.txt, WORD COUNT: 1421
. /book_16/00004770_20101212/John_Flitt/eg_01.txt, WORD COUNT: 727

. /book_16/00004770_20101212/John_Flitt/eg_00.txt, WORD COUNT: 1301

. /book_17/00001648_20040429/John_Annalee/eg_01.txt, WORD COUNT: 1497
. /book_17/00001648_20040429/John_Annalee/eg_00.txt, WORD COUNT: 905

Total words in matching: 13014
Total matching files: 10
alexander@ubuntu:~/Documents /data_vees ll
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alexander@ubuntu
alexander@ubuntu
alexander@ubuntu:~$ . ./bin/sys_info_vars.sh
alexander@ubuntu:~$ echo $MY_OS

Linux 3.16.0-49-generic #65~14.04.1-Ubuntu SMP Wed Sep 9 1
alexander@ubuntu:~$ echo SMY_PROS

$ MY_PROC=1
$ MY_0S=1

3 UTC 2015

alexander@ubuntu:~$ echo SMY_PROC
AMD A6-4400M APU with Radeon(tm) HD Graphics
alexander@ubuntu:~$ fl





