ECE 3822	EXAM NO. 1	Fall’2015
Name:     Edward Moore                                                                                                


	Problem
	Points
	Score

	1
	35
	

	2
	35
	

	3
	30
	

	Total
	100
	



Notes:
(1) For this exam you are allowed to open a terminal window on your computer, you are allowed to web surf with Google, but you cannot use online chat or other interactive services.
(2) Create your solutions in an MS Word document and email it to the instructor at the end of the exam. Use “ECE 3822” in the subject line, and name your attachment using our usual convention of “lastname_firstname_ex01.docx.” Points will be deducted if you get the file name wrong.
(3) In addition to providing your code, explain your solution to each problem.
You must show your code for each of these examples and briefly explain the steps you followed to reach your solutions. Your explanations don’t need to be long but must cover all the key points that resulted in your answers.
Problem No. 1: The text database we provided in class has a directory structure of the form:
data/book_07/00009869_20040409
where “00009869” represents the subject ID, and “20040409” represents the date. For all the sessions that occurred in the year 2007 between May 1 and May 30, and count the number of text files for which the word “spike” and the word “sustained” occur at least once. Note that your solution must be case insensitive.

Problem 2: For the text database, generate a list of filenames whose full pathname contains the name “John”. Write a shellscript that loops over this list and counts the number of characters in the file. Your shellscript should output each filename as it is processed, the number of characters in the file, and a summary that shows the total number of files processed and the total number of characters.

Problem 3: We have discussed the relationship of the .bashrc file to your overall environment. Write a script that sets an environment variable called “MY_OS” to the specific version of the operating system loaded in your machine. You cannot hardcode the operating system version. You must get this from the system so that your script can run on any Linux machine. You also need to set MY_PROC to the model name of the processor that your system is using (e.g., Intel Xeon). Again, this must be done in a machine-independent manner and work on any Linux system.
This script must also export this variable back to your root shell. Specifically, I should be able to do the following:
(1) login
(2) run your script (e.g., sh my_script.sh)
(3) echo $MY_OS
(4) echo $MY_PROC
and see the information. Alternately, I could embed this script in your .bashrc file.














1. 
A text database was provided with a directory structure of the form:
data/book_07/00009869_20040409
	The second number sequence, “20040409,” represents the date of creation. For this task all files created between May 1st and 30th  of 2007 are to be found. Out of these files only ones containing the words “spike” and “sustained” are to be counted. The solution should also be case insensitive.
	This would have been a more trivial task if all days of May were included in the search, but since the 31st isn’t this must be accounted for. I decided to make two separate find commands, one that would handle the 1st to 29th and another just for the 30th. The wholename of files were found that matched the pattern “*/*_200705[0-2]?/*eg_.txt” to find files between May 1st and 30th of 2007. To find ones on the 30th this part of the command was changed to “*/*_20070530/*eg_.txt.” For all files matching this pattern an egrep command was executed to search for files that contain instances of the words spike and sustained. The i option was added to ignore case discrepencies when searching for spike and sustained, r option gets all matches instead of just the first one and l prints the files with matches. In the egrep command for finding spike and sustained, they were listed as “spike.*sustained|sustained.*spike” in order to find matches in either order. Both of these commands were then piped to a wc –l command to print the count of these files instead of their names. 
Figure 1 below shows both commands. The result is 3 files within the date range specified contain at least 1 instance of both spike and sustained.
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Figure 1









2.
From the same database as the previous problem, a list of files containing the name “John” is to be generated. Once this list has been generated a shell script is to be written to take lines from that file as input. The script is to output each file as it’s processed with the number of characters in the file. A final summary is to show the total number of files processed with the total number of characters in all the files.
To generate the file list a find command was used to find all files in the directory whose path contains the name John. This was then piped to a cat command that added each of these files to a text files named “ex01.” Figure 2 shows the actual command used. A snippet of the output text file is shown in figure 3. 
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Figure 2
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Figure 3
The shell script, shown in figure 4, outputs the number of files processed with the total number of characters in the documents that were processed. Two variables were used to track this: CHARS and NUMFILES. A while loop takes each line of ex01.txt as an input. Another variable, i, was used to temporarily hold the number of characters in each file before being added to the total. To get the number of characters from a file the word count (wc) command was used with the –m option. File name inputs for wc here are $line since each line is the location of a file we’re concerned with. To get rid of the file location that wc automatically prints, this was piped to a cut command was used with the fileds option to take only the first field. The first field is the number of characters in the file. With each iteration NUMFILES was incremented by 1 to count the number of files processed. CHARS was incremented by i each time to keep track of the total number of characters in the files. Once complete, these variables were printed with an echo command. The last bit of output upon running this script is shown in figure 5. 
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Figure 4
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Figure 5








3.
	The last task was to write a script that sets environmental variables “MY_OS” and “MY_PROC” to the operating system and processor of the current PC.
	Accomplishing this is deceptively simple. A script of two lines can create both variables. The command uname can be used to return specifics of the computer being worked on. Adding the –v option returns the operating system running on the computer. A –p option returns the processor. The variables can be set directly to these values. The script is shown in figure 6.
	Once the script is run the current shell will have the environmental variables “MY_OS” and “MY_PROC” that can be called to return the operating system and processor specs of the computer. Figures 7 and 8 illustrate this result.
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Figure 6
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Figure 7
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Figure 8
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. /book_00/00000684_20130208/Nop_Johnnie/eg_01.txt
. /book_06/00000684_20130208/Nop_Johnnie/eg_0e. txt
. /book_06/00007833_20130208/Nopachai_Johnnie/eg_01.txt
. /book_06/00007833_20130208/Nopachai_Johnnie/eg_00. txt
. /book_06/00007617_20130211/Norales_Johnsie/eg_01.txt
./book_00/60007617_20136211/Norales_Johnsie/eg_00. txt
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#1 /bin/bash
\

CHARS-0

NUMFILES-6

while read -r line

do
1=5(wc -m Sline | cut -f1 -d *
echo $line
echo 'number of characters in this file: ' &i '\n
NUMFILES-S( (NUMFILES+1))
CHARS=S ( (CHARS+1))

# echo SCHARS

done < exe1.txtl

echo 'total number of files processed: ' SNUMFILES
echo 'total number of characters in the files: ' SCHARS
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. /book_19/00001460_20040307/Gofton_Johnnie/eg_01. txt
number of characters in this file: 1095

. /book_19/00001460_20040307/Gofton_Johnnie/eg_00. txt
number of characters in this file: 1374

total number of files processed: 644
total number of characters in the files: 953566
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#1/bin/bash
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‘ed@ed-VirtualBox:~/bin/StochData/ex@1$ source CPUINFO.sh
ed@ed-VirtualBox:~/bin/StochData/ex01$ echo $MY_0S
#26~14.04.1-Ubuntu SMP Fri Jul 24 21:16:20 UTC 2015
fd@ed—virtualﬂnxz~/bin/5tnchData/exelS echo $MY_PROC
X86_64
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ed@ed-virtualBox:~/bin/StochData/ex01$ set | grep "MY_0S"
1MV_05='#26~14.04.1-Ubuntu SMP Fri Jul 24 21:16:20 UTC 2015’

ed@ed-VirtualBox:~/bin/StochData/ex01$ set | grep "MY_PROC”
MY_PROC=X86_64
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ed@ed-VvirtualBox:~/bin/stochData/ex01$ find
*_200705[0-2]7/*/eg_*.txt" -exec egrep -irl
ned.*spike” {} + | wc -1

3

edged-VirtualBox:~/bin/StochData/exe1$ find . -type f -wholename "*/
*_20070530/*/eg_*.txt" -exec egrep -irl "spike.*sustained|sustained.
spike” {} + | wc -1

)

-type f -wholename "*/
spike.*sustained|sustai





image2.png
ed@ed-VirtualBox:~/bin/StochData/ex01$ find ./book_* -type f
ipath '*John*' | cat > exe1.txtl] 1




