ECE 3822	EXAM NO. 1	Fall’2015
Name:                      Devin Jiang                                                                               


	Problem
	Points
	Score

	1
	35
	

	2
	35
	

	3
	30
	

	Total
	100
	



Notes:
(1) For this exam you are allowed to open a terminal window on your computer, you are allowed to web surf with Google, but you cannot use online chat or other interactive services.
(2) Create your solutions in an MS Word document and email it to the instructor at the end of the exam. Use “ECE 3822” in the subject line, and name your attachment using our usual convention of “lastname_firstname_ex01.docx.” Points will be deducted if you get the file name wrong.
(3) In addition to providing your code, explain your solution to each problem.
You must show your code for each of these examples and briefly explain the steps you followed to reach your solutions. Your explanations don’t need to be long but must cover all the key points that resulted in your answers.
Problem No. 1: The text database we provided in class has a directory structure of the form:
data/book_07/00009869_20040409
where “00009869” represents the subject ID, and “20040409” represents the date. For all the sessions that occurred in the year 2007 between May 1 and May 30, and count the number of text files for which the word “spike” and the word “sustained” occur at least once. Note that your solution must be case insensitive.

Solution: First, I used the find command to look for all .txt files and their filepaths within the database. Then I piped the output into a grep command to filter out the filepaths with ‘200705’, where 2007 is the year and 05 is the month of occurrence. The day is not necessary because the number of days in a month never exceeds 31. Therefore, we will take any day in May. The output is then redirected to a file called ‘between_may.dat’. The figure below displays the full command.

[image: ../../../../Dropbox/Screenshots/Screenshot%202015-09-23%2015.40.43.]
Figure 1: Command to search for all sessions that occurred in May of 2007.

I ran the head command on between_may.dat because it was pretty big. The figure below displays the contents of between_may.dat. From the figure we can tell that we filtered the data correctly because every line has the year 2007 and the month 05.

[image: ../../../../Dropbox/Screenshots/Screenshot%202015-09-23%2015.36.51.]
Figure 2: Filtered data by the year 2007 and the month May.

To filter the number of files that have the word “spike” and “sustained” occurring once, I used the cat command to read between_may.dat and passed the output into xargs with the grep command for “spike”. The xargs command will pass each line read from between_may.dat as an argument. Since each line of between_may.dat is a file path to a text file, it will search inside the text file for “spike”. The –i option is to ignore cases and the –E option means to treat “spike” as a regular expression. The output is them piped into another grep command that searches for the word “sustained”. Lastly, it is piped into the word count command with the –l option to count each line. The full command and output is shown below. The total number of files that occurred in May 2007 and have the words “spike” and “sustained” is 3.
[image: ../../../../Dropbox/Screenshots/Screenshot%202015-09-23%2015.19.41.]
Figure 3: Total number of files that occurred in May 2007 with the words "spike" and "sustained" occurring once is 3.

Problem 2: For the text database, generate a list of filenames whose full pathname contains the name “John”. Write a shellscript that loops over this list and counts the number of characters in the file. Your shellscript should output each filename as it is processed, the number of characters in the file, and a summary that shows the total number of files processed and the total number of characters.

Solution: First, I generated a list of filenames whose full pathname contains the name “John”. This was using the ls command and redirecting it to an output file. The command is listed below:

ls ~/Documents/data_v00/book_*/*/*John*/*.txt > ~/ex1p2.dat

Since there are 20 books in the database with the format book_xx, I used the “*” as a wildcard to look at all book. The same results can be achieved with “??”. Next, I used another “*” to list all subject ID numbers and dates. The directory after the subject ID number and data is the subjects last name and first name. Since I only want file paths with “John”, I used “*John*” to filter out all occurrences of “John”. The last part of the path is to look for text files within the filepath with “John”. The output is then sent to the home directory as ex1p2.dat.

To list each filename and the total number of characters in the file, I used a while loop to read each line of ex1p2.dat. The script is provided below with comments on each command.

[image: ../../../../Dropbox/Screenshots/Screenshot%202015-09-24%2001.02.20.]
Figure 4: Shell script that reads an input file and prints out each file's name and number of characters.

The figure below demonstrates that the first and last 5 lines of the output. The last line of the output displays the total number of files processes and the total number of characters.
[image: ../../../../Desktop/Screen%20Shot%202015-09-24%20at%209.00.01]
Figure 5: Output from the script.

Problem 3: We have discussed the relationship of the .bashrc file to your overall environment. Write a script that sets an environment variable called “MY_OS” to the specific version of the operating system loaded in your machine. You cannot hardcode the operating system version. You must get this from the system so that your script can run on any Linux machine. You also need to set MY_PROC to the model name of the processor that your system is using (e.g., Intel Xeon). Again, this must be done in a machine-independent manner and work on any Linux system.
This script must also export this variable back to your root shell. Specifically, I should be able to do the following:
(1) login
(2) run your script (e.g., sh my_script.sh)
(3) echo $MY_OS
(4) echo $MY_PROC
and see the information. Alternately, I could embed this script in your .bashrc file.
Solution: Since I am using the terminal on a Mac, some commands do not work the same as they would in Linux. Therefore, I logged into the remote server electrodata to complete this task. To look up the operating system, I used the command uname with the –a option. The –a option behaves as though all of the options -mnrsv were specified. The following options are listed below, taken from the man page for uname.
[image: ../../../../Desktop/Screen%20Shot%202015-09-24%20at%209.30.48]
Figure 6: List of options for uname.

To find the name of the processor that the system is using, I used the following command
MY_PROC=$(cat /proc/cpuinfo | grep 'model name' | uniq)	.
It reads the file /proc/cpuinfo and pipes the output into grep to search for ‘model name’. The output from grep is then piped into the uniq command. The uniq command omits repeated lines. I tested the same command without the uniq command and noticed that there are 8 processors named “Intel(R) Xeon(R) CPU           E5603  @ 1.60GHz”, which means that the computer hosting the server has 8 processors. The script is displayed below, it exports the variables MY_OS and MY_PROC.
[image: ../../../../Dropbox/Screenshots/Screenshot%202015-09-24%2015.47.15.]
Figure 7: Script to look up the OS and processor; ex01_p3.sh.

Next, I went to my .bashrc file and included the file ex01_p3.sh so that every time I log in, I can print out the name of the processor or the specific version of the operating system. The command I included in my . bashrc is: 
 	source ~/ex01_p3.sh
Then I tested it by logging out of electrodata and logging back in to print MY_OS and MY_PROC to standard output. The figure below displays the output from each echo command command and demonstrates the variables are saved on the root shell.
[image: ../../../../Dropbox/Screenshots/Screenshot%202015-09-24%2015.23.47.]
Figure 9: Printing MY_OS and MY_PROC after logging in.

[bookmark: _GoBack]To further prove that it is saved in the root shell, I used the print environment ‘printenv’ command to print all exported variables in the environment. The results are shown below and we can see that MY_OS and MY_PROC exists. 
[image: ../../../../Dropbox/Screenshots/Screenshot%202015-09-23%2023.28.36.]
Figure 10: Output from printenv.
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#!/bin/bash
# s ~/Documents/data_va0/book_/+/*Johns/*.txt > ~/ex1p2.dat

# lists each file name and the number of characters in the file
#
# calculate the total number of files

NUM_FILES=§(wc -1 < ~/ex1p2.dat)

# initialize total number of characters
total=0
while read line
do
# count the number of characters in the file
count=$(wc ~c < $line)

# print out the filenane and the number of characters
echo $line" "scount

# updates the total number of characters
((total+=count))
done < ~/exip2.dat #input file

# display the number of files and the total number of characters

echo "total number of files: "$MM_FILES", total number of characters:
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exans_2015 >> bash exlp2.sh | head -n 5

JUsers /Devin/Docunents/data_v08/book_80/00809684_20130208/Nop_Johnnie/eq_00. txt 2278
JUsers /Devin/Docunents/data_v08/book_9/00998584_20138208/Nop_Johnnie/eq_01.txt 1510
/sers/Devin/Documents/data_ve8/book_8/00991737_20139211 /Noonon_lJohnathan/eg_00. txt 193
/sers/Devin/Documents/data_vee/book_8/00091737_20139211 /Noonon_Johnathan/eg_1. txt 1078
JUsers /Devin/Docunents/data_v08/book_99/09803310_20130208/Noorda_ohnette/eq_90. txt 1185
exans_2015 >> bash exlp2.sh | tail -5
/Users/Devin/Documents/data_ve8/book_19/00009207_20649307/Gofnan_Johnna/eg_08. txt 1817
JUsers/Devin/Documents/data_ve8/book_19/00909207_20849307/Gofnan_Johnna/eg_01, txt 1695
7sers/Devin/Documents/data_vee/book_19/80009862_20940221/Goforth_Johnnie/eq_90. txt 1162
/Users/Devin/Docunents/data_vee/book_19/8009862_2094227/Goforth_Johnnie/eq_01. txt 1895
total nusber of files: 622, total number of characters: 918638

exams_2615 >>
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Behave as though all of the options -mnrsv were specified.
print the machine hardware nase.

print the nodenane (the nodenane may be a name that the system is known by to a commu-
nications network).

print the machine processor architecture nase.
print the operating systen release.
print the operating systea nase.

print the operating systen version.
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#!/bin/bash

# look up the current operating system
export: MY_05=3(uname —a)

# identify the name of the processor
export MY_PROC=$(cat /proc/cpuinfo | grep 'model name’ | uniq)
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Last login: Thu Sep 24 30 2015 from Sc-f9-38-ad-a7-6a.wireless. temple.edu
tudl1747@electrodata: ~ § echo $HY_0S

Linux electrodata 3.13,0-52-generic #86~precisel-Ubuntu SHP Tue May 5 18:
tud11747@electrodata: ~ § echo SHY_PROC

model name : Intel(R) Xeon(R) CPU E5603 @ 1.66GHz

‘tud11747@electrodata: ~ $

UTC 2815 xB5_64 xB6_64 xB6_64 GU/Linux
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tudl1747@electrodata: ~ § printenv
+ Intel(R) Xeon(R) CPU ES663 @ 1.60GHz

SSH_CLIENT=173.49.68. 161 53386 22
OLDPWD=/usr/home/1/583/ tud11747/w_85
SSH_TTY=/dev/pts/16

USER=tud11747

MATL=/var/mail/ tud11747
PATH=/usr/Local/sbin: /usr/Local/b;
PHD=/usr/home/1/583/ tud11747
LAlG=en_US. UTF—8
[\e[0;36a\]1\W\ [\e [0;97a\1$(_git_ps1 "(\[\63310;32m\ 1%\ [\e [0;97a\1)" )\ \e[8;97m\] §

usr/sbs

fusr/bin: sbins /b

fusr/games

UTC 2915 xB6_64 xB6_64 xB6_64

SSH_COMNECTION173..49.68. 161 53386 129.32.60.13 22
=/usr/bin/printeny
tud11747gelect rodata:
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data_v@ >> find ~/Documents/data_ve@ -type f -name “eg_?7.txt" | grep '200785' > ~/Google\ Drive/2015_fall/ece 38
22/exans_2015/between_nay.dat
data_v00 >>
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exams_2015 >> head between_may.dat
JUsers /Devin/Docunents/data_v8/book_18/00008495_20679516/Braud_Wiquel/eq_80. txt

JUsers /Devin/Docunents/data_ve8/book_16/00008495_20679516/Braud_Wiquel/eq_B1. txt

JUsers /Devin/Docunents/data_v08/book_18/0080845 20870516/ Deneui_Kerstin/eg_08. txt

JUsers /Devin/Documents/data_v08/book_18/0080845 20970516/ Deneui_Kerstin/eg 1. txt

JUsers /Devin/Docusents/data_ve8/book_18/00008495_20678516/Edra_Gosz/eg_0B. txt.

JUsers /Devin/Docusents/data_ve8/book_16/00008495_20678516/Edra_Gosz/eg 1. txt.

JUsers /Devin/Docunents/data_ve8/book_18/00008495_20670516/G1 Liers Leeve_Francoise/eg_09. txt
JUsers /Devin/Docunents/data_v8/book_18/00008495_20678516/G1 Lders Leeve_Francoise/eg_01. txt
JUsers /Devin/Docunents/data_ve8/book_16/00008495_20679516/Jewe L Dipanilo/eg_00. txt.
JUsers /Devin/Docunents/data_ve8/book_18/00098495_20878516/ JewelL Dipanilo/eg_B1.txt
exams_2015 >>
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