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ECE 1111: Engineering Computation I
Laboratory No. 14: Algorithms and Big Data
Goals: Organizing data structures and algorithms so that programs can run efficiently is critical when operating on large amounts of data. In this assignment, you will integrate what you have learned in this class to produce a program that finds similar lines of text.
Deliverables:
[1] Source Code: a collection of files in one directory that meets the assignment’s requirements (e.g., Makefile, header file, main driver program, library containing function implementations).
[2] Check Off: Demonstrate that you can use the debugger to set breakpoints inside your code and examine variable values. Demonstrate that your code is doing the right thing by stepping through your code in the debugger and showing that the proper code is activated when you find matching lines of text.
Description:
The directory /data/courses/ece_1111/2018_fall/labs/lab_14 contains a list of three text files, each 100 lines long. Read these files into memory and count the number of lines that have three or more words in common. Your main program should support this interface:
[bookmark: _GoBack]nedc_999_[1]: myprog.exe /data/courses/ece_1111/2018_fall/labs/lab_14/*.txt
analyzing data...
match no. 001:
 file: /data/courses/ece_1111/2018_fall/labs/lab_14/data_000.txt
 line: see Mary run fast
 file: /data/courses/ece_1111/2018_fall/labs/lab_14/data_002.txt
 line: see John run fast
match no. 002:
 file: /data/courses/ece_1111/2018_fall/labs/lab_14/data_000.txt
 line: Tom ran to the store
 file: /data/courses/ece_1111/2018_fall/labs/lab_14/data_001.txt
 line: Mike ran by a store
...
total number of matching lines = 27
Two lines are considered to match if they have three or more words in common. The data above is just an example. You are to check all lines in all files against all other lines in the files.
Be careful – to get this program to run fast you will need to think carefully about the data structures you use and the searching process that you implement. You can assume the above example is the largest test case you will have to process, so if you can get that case to run quickly and correctly, you satisfy the requirements of this lab.
Summary:
Managing large complex data sets of text data is a challenging problem and requires dynamic memory allocation and data structures that support efficient indexing.
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